A Transformation-Based Benchmark for Evaluating the
Robustness of LLMs in Generating OCL

Hamza Attarwala
Polytechnique Montreal
Montreal, Canada
hamza-salim.attarwala@etud.polymtl.ca

Omar Alam
Trent University
Peterborough, Canada
omaralam@trentu.ca

Abstract

Large Language Models (LLMs) have shown promising performance
in generating Object Constraint Language (OCL) constraints from
natural language specifications. However, existing evaluations rely
on publicly available UML models, which may overestimate gener-
alization due to potential data leakage and reliance on recurring lex-
ical and structural patterns. This paper introduces a transformation-
based benchmarking approach for OCL generation, based on deter-
ministic, semantics-preserving UML model transformations; such as
identifier renaming, attribute reification, and association reification,
that preserve specification intent while altering model representa-
tion. We evaluate a diverse set of closed-source and open-source
LLMs under zero-shot, few-shot, and chain-of-thought prompt-
ing, measuring syntactic accuracy (well-formed and type-correct
OCL) and semantic accuracy (correct interpretation with respect to
the UML model). While leading models achieve high performance
on non-transformed models (up to 92.10% syntactic accuracy and
74.56% semantic accuracy), performance degrades substantially un-
der transformation, with best semantic accuracy dropping to 55.96%
for closed-source models and 42.20% for open-source models. These
results demonstrate that current LLMs remain brittle under se-
mantically equivalent but structurally altered models, suggesting a
sensitivity to surface-level patterns and highlighting the need for
transformation-based benchmarks for evaluating OCL generation.
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1 Introduction

Within Model-Driven Engineering (MDE), the Object Constraint
Language (OCL) is essential for specifying invariants, precondi-
tions, and postconditions that UML diagrams alone cannot express
[9, 31]. Correct OCL constraints ensure model consistency and sup-
port downstream activities such as verification and transformation
[1, 37], but writing them is challenging due to strict syntax, declar-
ative semantics, and reliance on precise model navigation. Recent
advances in Large Language Models (LLMs) offer the potential to
automate OCL generation from natural language specifications and
UML models [3, 17, 29, 32, 39]. Early results suggest that LLMs have
been shown to produce syntactically valid and seemingly correct
OCL expressions under standard evaluation settings, especially
when guided by careful prompting [4, 14].

Despite these encouraging results, current evaluation practices
present significant limitations that obscure the true capabilities of
LLMs. Existing benchmarks are typically small, static, and exhibit
limited structural diversity, often reusing similar naming conven-
tions and model patterns [32]. This creates favourable conditions for
memorization, pattern matching, and potential data leakage [25, 44].
Moreover, evaluation metrics frequently emphasize surface-level
correctness, allowing syntactically valid but semantically flawed
constraints to pass undetected. As a result, systematic failure modes,
such as incorrect navigation paths, misuse of OCL operators, hallu-
cinated model elements, and logical inconsistencies, may remain
hidden [3, 26]. This situation reflects a broader limitation of static
evaluation settings, which often fail to reveal robustness issues that
emerge under controlled structural variation.

To address these limitations, we propose a transformation-based
benchmark for OCL generation that systematically evaluates LLM
robustness. Our approach applies deterministic, semantics-preserving
UML transformations that alter model structure while preserving
specification intent, eliminating lexical and structural cues that
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LLMs may exploit. As a result, models must regenerate OCL con-
straints by reasoning over UML structure and navigation paths
rather than relying on memorization or pattern matching. By cou-
pling UML transformations with consistent OCL rewrites, the bench-
mark enables controlled assessment of structural reasoning under
realistic MDE model evolution scenarios, such as refactoring and
diagram restructuring and changes in how domain concepts are
encoded within UML class diagrams, rather than adversarial per-
turbations.

We design three transformations targeting empirically observed
failure modes in OCL generation: (i) identifier renaming, which
removes lexical cues and tests reliance on naming patterns; (ii)
attribute reification, which introduces additional indirection and
challenges multi-step navigation reasoning; and (iii) association
reification, which alters structural relationships and disrupts com-
mon traversal patterns. Each transformation preserves the seman-
tics of the original model and specification while systematically
increasing the reasoning requirements for generating correct OCL
constraints, ensuring that any performance change reflects sensi-
tivity to structural variation rather than changes in specification
meaning.

We evaluate multiple LLMs on both original and transformed
benchmarks, showing that performance drops substantially under
transformation. While leading models achieve strong results on
standard benchmarks, their accuracy degrades significantly when
evaluated on semantically equivalent but structurally altered mod-
els. This suggests that apparent success in conventional settings
appears to be driven, at least in part, by shallow pattern matching
rather than robust reasoning over UML models.

This paper makes three main contributions:

e Introduce a transformation-based, fault-revealing bench-
mark for OCL generation that systematically exposes hidden
LLM failure modes and reduces memorization.

e Demonstrate how deterministic, semantics-preserving UML
transformations can be used to generate structurally diverse
evaluation cases while preserving specification intent.

e Provide empirical analysis showing that LLM performance
degrades under transformation, highlighting gaps between
surface-level correctness and true model-aware reasoning.

This work is driven by the following research questions:

RQ1: How do LLMs perform on OCL generation from specifica-
tions under standard (non-transformed) evaluation settings?

RQ2: How do semantics-preserving UML model transformations
affect the ability of LLMs to generate correct OCL expressions?

RQ3: Which types of OCL generation errors are revealed or
amplified under transformation-based benchmarks?

RQ4: To what extent do individual and combined UML transfor-
mations differentially affect LLM performance in OCL generation?

Overall, our work positions transformation-based benchmarks
as a principled approach for evaluating robustness and semantic
reasoning in LLM-based OCL generation, highlighting the need for
evaluation methodologies that better capture reasoning capabilities
before deploying LLMs in real-world MDE workflows.

Replication Package: We provide a replication package that
contains the datasets and Python scripts used in this study.!

1https://doi.org/10.5281/zenodo.19270005
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2 Motivation

Evaluations of LLMs for OCL generation commonly rely on static
benchmark datasets composed of UML models, natural language
specifications, and corresponding gold-standard constraints. While
these benchmarks provide an initial indication of model perfor-
mance, they often do not reveal whether correct outputs result
from genuine reasoning over UML models or from memorization of
recurring structural patterns and naming conventions [22, 32]. This
limitation is particularly problematic in OCL generation, where pub-
licly available datasets are scarce and structurally homogeneous [3].

© Employee

SSN: Integer
firstName: String
lastN ame: String

4.* employee

owned 1..*
W orksFor

department 1 depaftment 0..1

© Department

name: String
locations: String

department 1..*

controls worksOn 1..*

© Project

name: String
location: String

Figure 1: Class diagram for Employment Agency

To illustrate this limitation, consider the simplified UML model
shown in Figure 1 from the Employment Agency domain. The model
includes a Project class associated with a Department, where
each department defines a set of locations. A natural language
specification states: "The location of a project must be in one of the
locations of its department.”" The correct OCL invariant navigates
from Project to Department and uses includes() to ensure that
the project location is contained in the department’s locations.

context Project inv LocationWithinDepartmentLocations:
self.department.locations->includes(self.location)

In this example, a SOTA LLM (e.g., GPT-5) is able to produce an
OCL expression that is both syntactically and semantically correct.
On the surface, this suggests that the model correctly understands
both the UML structure and the natural language specification.
However, this success is difficult to interpret: similar modeling
patterns and constraint formulations frequently appear in publicly
available examples and tutorials [32], raising the possibility that
the model is reproducing familiar structures rather than reasoning
about the specific UML model.

Now consider a semantics-preserving transformation of the same
UML model (Figure 2). In the transformed model, the association
between Employee and Project is reified into an association class,
and model elements are systematically renamed. These transforma-
tions preserve the intended semantics of the model and do not affect
the structure relevant to the specified constraint. As a result, the
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correct OCL invariant remains structurally unchanged and only re-
quires adaptation to the renamed elements. However, the following
OCL invariant, generated after transformation 2 is incorrect.

context project_r800 inv ProjectlLocationInDepartmentlLocations:
self.controls_r781.locations_r810 = self.location_r240

Despite semantic equivalence between the original and transformed
models, the model fails to produce a valid OCL expression. In par-
ticular, the generated constraint exhibits invalid navigation and
compares incompatible elements, indicating a failure to correctly
interpret the UML structure under transformation.

© employee_r490

ssn_r678: Integer
first_name_r958: String
last_name_r249: String

1.

employee_r33 4..% h
1 manageNr936

department_r125 1

(© department_r546

name_r138: String
locations_r810: String C ]

department_r125 1..*

controls_r781

© project_r800

name_r324: String
location_r240: String

Figure 2: Transformed class diagram for Employment Agency

This example highlights a key limitation of standard evaluation
settings: correct performance on a given model does not guar-
antee robustness to semantically equivalent variations. Empirical
evidence further shows that LLMs frequently produce invalid navi-
gation paths, hallucinated model elements, or logically incorrect
yet syntactically valid constraints [3], even when performing well
on standard benchmarks.

These observations motivate the need for transformation-based
benchmarks that can distinguish between memorization and gen-
uine reasoning in OCL generation. By applying deterministic UML
transformations that preserve semantics while altering model struc-
ture, we construct evaluation cases that require models to reason
correctly about navigation and constraints. The next section for-
malizes these transformations.

3 Benchmark Construction via Deterministic
UML Transformations

This section presents a methodology for constructing OCL genera-
tion benchmarks using deterministic UML transformations. These
transformations preserve semantics while altering lexical and struc-
tural cues exploited by LLMs. Semantic preservation is ensured
through observational equivalence [38]. Each transformed con-
straint remains logically equivalent to the original and has identical
satisfaction conditions. The selected transformations include iden-
tifier renaming, attribute reification, and association reification
[6, 28, 38].

Zhttps://chatgpt.com/share/69c965b1-b870-83e8-a917-43503f19f6d2
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Transformation 1: Identifier renaming. LLMs frequently exploit
familiar naming conventions that include meaningful class or at-
tribute names to infer constraint structure without fully reasoning
about the underlying model [10]. To eliminate this source of bias,
the first transformation systematically renames all UML identifiers
while preserving their structural relationships and semantic roles
[38].

Given a UML model M, all class names, attributes, and associ-
ation role names are renamed using a deterministic scheme that
combines a normalized snake_case representation of the original
identifier with a hash-based suffix derived from the declaring ele-
ment o. A fixed marker (_r) precedes the suffix to explicitly denote
the renaming artifact and disambiguate it from numeric compo-
nents that may already exist in the original identifier. The retention
of a normalized lexical form preserves syntactic readability and hu-
man interpretability, while the hash-based suffix removes reliance
on familiar naming conventions or memorized identifier patterns.
Consequently, identical identifiers declared in different contexts
receive distinct names while remaining consistently referenced
across the UML model and OCL constraints. The renaming is ap-
plied globally using a longest-match-first strategy to avoid partial
replacements.

As a result, both the transformed UML model M’ and the rewrit-
ten OCL constraints C’ remain semantically equivalent to the origi-
nal artifacts but no longer contain recognizable lexical cues. This
transformation directly targets hallucinated content generation
and navigation errors, as LLMs can no longer rely on memorized
domain-specific names and must instead reconstruct valid nav-
igation paths from the provided model structure. The complete
renaming procedure is formalized in Algorithm 1.

Algorithm 1 Deterministic Identifier Renaming

Require: UML model M, OCL constraint set C, k > 0

Ensure: Renamed UML model M’, renamed constraints C’
1: Extract classes, attributes, and association roles from M

: for all identifier id owned by element o do

s « snake_case(id)

suffix — (HasH(0.id)% k)

id s || _r| <suffix>

R[id] « id’

: end for

: Apply R to all identifiers in M to produce M’

: Apply R to all constraints in C to produce C’

10: return (M’,C’)

2
3
4
5:
6:
7
8
9

Transformation 2: Attribute-to-Class Reification. Algorithm 2
describes the process of the attribute-to-class reification transfor-
mation. While attribute-based navigation in OCL is straightforward,
reifying attributes into separate individual classes introduces addi-
tional indirection that requires more precise structural reasoning
[6]. This transformation is motivated by empirical observations
that LLMs often struggle when constraints require multi-step navi-
gation, even when the underlying semantics are unchanged [15]. In
particular, attribute multiplicities are preserved by mapping them
to corresponding association multiplicities between the original
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class and the reified attribute class, ensuring semantic equivalence
of the resulting model.

Algorithm 2 Attribute-to-Class Reification

Require: UML model M, OCL constraint set C
Ensure: Transformed UML model M’, rewritten constraints C’
1: Extract classes, attributes, and association roles from M

2: Identify attribute a with the highest reference frequency in C
3: Let cls be the class to which attribute a belongs

4: Remove attribute a from cls in M

5. Introduce a new class A_Value with attribute value

6: Add an association between cls and A_Value

7: for all constraint ¢ € C do

8: Replace occurrences of self.a with self.a.value

9: end for

10: Construct M’ and C’

11: return (M’,C’)

To maximize fault revelation, the transformation selects the at-
tribute a that is referenced most frequently across the gold OCL
constraints. This attribute a is then removed from its class and
replaced by a newly introduced class that is named a_value con-
taining a single attribute representing the original value. A binary
association is then added between the original class and the new
a_value class. All OCL constraints are rewritten to reflect this
change by extending direct attribute access into a two-step naviga-
tion path.

The naming of the introduced class intentionally preserves a
lexical link to the original attribute. This avoids introducing syn-
thetic or semantically opaque identifiers, which could confound
evaluation by simultaneously altering naming cues and structural
complexity. By retaining a transparent name while changing the
navigation structure, the transformation isolates structural reason-
ing demands and ensures that any observed performance degrada-
tion can be attributed to increased indirection rather than loss of
interpretability.

Because the transformed model preserves the meaning of the

original constraints while increasing structural complexity, LLMs
are forced to adapt their constraint generation logic rather than
reproducing familiar attribute access patterns. In practice, this
transformation frequently exposes navigation errors, incomplete
rewrites, and logically incorrect constraints that remain syntacti-
cally valid.
Transformation 3: Association Reification. Binary associations
are commonly navigated directly in OCL constraints, and LLMs
often assume such navigation patterns by default. The third trans-
formation challenges this assumption by reifying a frequently used
binary association into an explicit association class, thereby requir-
ing indirect navigation and a more explicit understanding of model
structure.

The association selected for reification is chosen based on its
usage frequency in the gold OCL constraints. Given a binary asso-
ciation between classes A and B with role names and multiplicities
preserved, the original association is replaced by a new association
class A_B. Two associations are introduced: one from A to A_B and
one from A_B to B, with role names and multiplicities derived from
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the original association ends. Navigations in OCL constraints are
rewritten accordingly: direct navigation expressions (e.g., a.b) are
replaced by compositions over the association class (e.g., a.a_b.b),
with collection-valued navigations rewritten using standard OCL
collection operations (e.g., collect) to preserve cardinality and
selection semantics.

This transformation preserves the semantics of the original con-
straints while substantially altering their navigational structure. It
is particularly effective at revealing errors related to incorrect path
construction, hallucinated roles, and invalid assumptions about mul-
tiplicities or directionality. Even when LLMs produce syntactically
valid expressions, the resulting constraints often fail to capture the
intended semantics under this transformed representation. The full
reification procedure is specified in Algorithm 3.

Algorithm 3 Association Reification

Require: UML model M, OCL constraint set C

Ensure: Transformed UML model M’, rewritten constraints C’
1: Extract associations from M

: Identify association role r most frequently referenced in C

: Let (A, B) be the classes connected by r

: Remove association r between A and B from M

: Introduce new association class A_B

: Add associations A —- A Band A B — B

: for each constraint ¢ € C do

Replace self.r with self.link.targetinc

. end for

. Construct M" and C’

: return (M’,C’)

O N U W

[EIN
_ O

These transformation-driven approaches bridge the gap between
error characterization and benchmark design, enabling a principled
evaluation of LLM generalization and robustness in OCL generation.
The resulting benchmarks serve not only as a diagnostic tool for
assessing current models but also as a foundation for future research
on improving formal specification generation from the perspective
of semantic, complexity, and relation based transformations.

4 Experimental Design and Evaluation Setup

Figure 3 illustrates the UML transformation process used to create
the benchmark. Each component for building and evaluating the
benchmark is described below.

Dataset and UML Models. Our evaluation uses the PathOCL
dataset [4], which pairs UML class models with natural language
specifications and gold OCL constraints. We exclude two models
lacking gold OCL expressions, leaving the remainder for all ex-
periments. Each UML model is represented as a PlantUML class
diagram with corresponding natural language specifications. This
dataset provides both syntactic ground truth and semantic intent,
enabling systematic validation of generated OCL constraints. While
limited in size, PathOCL provides high-quality, manually curated
UML models, natural language specifications, and gold OCL con-
straints. To the best of our knowledge, it is currently the only
publicly available benchmark that provides aligned triples of these
three artifacts, making it the most suitable dataset for evaluating
end-to-end OCL generation. Consequently, our experiments use



A Transformation-Based Benchmark for Evaluating the Robustness of LLMs in Generating OCL

MODELS 2026, October 04-09, 2026, Malaga, Spain

RQ1: Baseline

RQ2: Performance
Performance Q

RQ3: Revealed
on Transformed Q

Natural
Language
Specification

Failure Modes

UML class Models
(Non-transformed)

S

Generated
ocCL

Model Transformation

Models
| Ill_ | Ill Errors
¢ Errors Syntactic Navigation
Accutacy . igati - Incorrect Ops

Semantic

Accur;
Incorrect Ops

-Hallucinations Logic
Logic I Ill i
Invalid Ops Semantic

Deterministic Identifier
Renaming
Attril to-Class
Reification
Reification

Transformed UML
Class Models

Generated
OCL on
Transformed
Models

Figure 3: Transformation-Based benchmarking for OCL generation.

PathOCL as a controlled benchmark for studying robustness under
semantics-preserving transformations.

Evaluated Language Models and Prompting Strategies. We
evaluate a diverse set of contemporary LLMs varying in scale, train-
ing objectives, and availability. These include four large closed-

source models (Claude Sonnet 4.5, GPT-5, Gemini-2.5-Pro, Grok-4-Fast),

two large open-source models (Llama-4, DeepSeek-V3.1), and five
smaller open-source models (Microsoft Phi-4 14B, Qwen-3 8B,
Mistral-8B-Instruct, Llama-3 8B, CodeLlama 13B). This selection al-
lows comparison across model families, scales, and deployment
paradigms under a consistent evaluation protocol, using deter-
ministic decoding with temperature 0, nucleus sampling disabled
(top-p = 1.0), and a 512-token limit. Each model is evaluated us-
ing three prompting strategies—zero-shot, few-shot, and chain-of-
thought—adapted from prior work on LLM-based OCL generation
by [3] and [32], with minor modifications for our experimental
setting. Prompts include the UML diagram in PlantUML format
and the natural language specification, instructing the model to
generate OCL constraints using only the UML identifiers. Few-shot
prompts include a small illustrative example of invariant, precondi-
tion, and postcondition generation. Models are instructed to output
only the final OCL expressions to ensure uniform evaluation.
Fine-Tuning of Smaller Language Models. In addition to prompt-
based evaluation, we fine-tune the smaller open-source LLMs to
assess whether domain-specific supervision improves OCL gen-
eration performance. Fine-tuning is conducted using the dataset
introduced by [32], which contains 52 synthetically generated meta-
models represented as EMF files and PlantUML descriptions, 369
OCL constraints, and 369 corresponding natural language specifi-
cations.

This dataset is particularly well aligned with our task, as it pro-
vides paired representations of UML structure, natural language
intent, and executable OCL constraints. We therefore fine-tune the
smaller models using this dataset to examine whether explicit ex-
posure to OCL syntax and modelling patterns improves syntactic
correctness and semantic alignment. Larger models are evaluated
exclusively in a prompt-based setting, allowing us to contrast in-
context learning with parameter adaptation across model sizes.
Evaluation Procedure. The generated OCL constraints are evalu-
ated using a multi-stage validation procedure designed to distin-
guish syntactic correctness, structural conformance to the UML

model, and semantic alignment with the natural language specifi-
cation.

In this study, semantic accuracy denotes correctness with respect
to both the UML model and the intended specification. A generated
constraint is considered semantically correct if and only if it (i) is
syntactically well-formed, (ii) conforms to the UML model structure
and type system, and (iii) exhibits correct runtime behaviour with
respect to the natural language specification.

First, all generated constraints are parsed using the USE [19]
tool to assess syntactic well-formedness. Constraints rejected by
the parser are classified as syntactically invalid and excluded from
further analysis.

Second, syntactically valid constraints are evaluated for struc-
tural semantic correctness by executing them in USE against the cor-
responding UML model. At this stage, constraints are type-checked
and validated to ensure that all navigations, associations, and OCL
operations are well-defined with respect to the model. Constraints
that reference non-existent model elements, violate typing rules, or
misuse collection operations are classified as structurally incorrect.

Finally, structurally valid constraints are evaluated for behavioural

adequacy. For each constraint, representative object diagrams are
constructed in USE to cover both satisfying and violating cases of
the intended specification. A constraint is deemed behaviourally
correct if it accepts all satisfying instances and rejects all violating
instances derived from the natural language specification. Any dis-
crepancy between constraint behaviour and intended semantics is
recorded as a semantic error.
Construction and Validation of Test instances. To evaluate
semantic correctness, we manually constructed object diagrams in
USE for every natural language specification. For each specifica-
tion, we first identified the context class, referenced UML elements,
and constraint type (e.g., attribute value, multiplicity, association
navigation, collection property, or cardinality constraint). We then
created positive, negative, and boundary-case object instances that
exercised the intended behaviour while keeping unrelated parts of
the model unchanged. All object instances were validated against
the corresponding gold OCL constraint before use. A generated
constraint was considered semantically correct only if it exhibited
the same behaviour as the gold constraint across the validated test
suite.

For transformed UML models, we create equivalent instances
by systematically adapting the original ones. When attributes are
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reified, their values are represented as separate objects connected
through the new associations. When associations are reified, links
between objects are replaced by instances of the corresponding
association class, while preserving the original relationships. These
transformed instances are checked to ensure they still represent
the same intended behaviour as before.

Transformation Summary. To quantify the extent to which the
transformed UML models differ from their original counterparts,
we compute several model-level statistics (Table 1) that capture
lexical and structural divergence while remaining independent of
any LLM-generated outputs.

Across the dataset, the average token-level edit distance between
original and transformed PlantUML models is 0.47, indicating sub-
stantial syntactic modification to the UML representations. In addi-
tion, the identifier replacement ratio averages 0.97, showing that
nearly all class, attribute, and association identifiers are renamed
or altered by the applied transformations. This confirms that trans-
formed models exhibit minimal lexical overlap with their original
versions.

Beyond renaming, the transformations also introduce structural
changes. Across all domains, 26 new classes are introduced through
reification and decomposition operations, while 60 existing classes
are systematically renamed. These changes preserve the seman-
tic intent of the original specifications but significantly alter the
syntactic and structural cues available to language models.

Table 1: Summary Statistics of UML Model Transformations

Metric Value
Average Token Edit Distance 0.47
Average Identifier Replacement Ratio 0.97
New Classes Introduced 26
Renamed Classes 60

Validation of Semantic Preservation. To ensure that our UML
transformations preserve the original meaning of the specifica-
tions, we compare the behaviour of the original and transformed
models using the corresponding gold OCL constraints. For each
transformation, we rewrite the original constraint to match the
transformed model and execute it in USE. We then check that both
the original and rewritten constraints produce the same results on
the constructed object diagrams—that is, they accept the same valid
instances and reject the same invalid ones.

This process provides practical evidence that the transforma-
tions preserve the intended semantics. However, we note that this
validation is based on a limited set of test instances rather than
all possible cases. To reduce the risk of errors, we also manually
inspect a subset of the transformed models and constraints.

5 Results

5.1 RQ1: How do LLMs perform on OCL
generation from specifications under
standard (non-transformed) evaluation
settings?

RQ1 investigates how effectively contemporary LLMs generate

correct OCL constraints from natural language specifications and
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Table 2: Large LLMs On Non-Transformed Models

Model Prompt Syntactic Accuracy (%) Semantic Accuracy (%)
Closed-Source Models
A 86.84 71.92
Claude Sonnet 4.5 FS 85.08 64.03
CoT 90.35 71.05
Zs 87.71 70.17
GPT-5 FS 88.59 73.87
CoT 92.10 74.56
ZS 90.35 69.29
Gemini 2.5 Pro FS 88.59 68.42
CoT 92.10 71.05
Zs 81.57 62.28
Grok-4 Fast FS 85.08 66.66
CoT 85.96 64.03

Open-Source Models

Zs 85.08 62.28
Llama-4 FS 83.33 58.77
CoT 86.84 60.52
zS 37.50 26.27
DeepSeek V3.1 FS 85.08 58.77
CoT 61.81 37.27

ZS: Zero-Shot, FS: Few-Shot, CoT: Chain-of-Thought

Table 3: Error Taxonomy Distribution Across Large LLMs
and Prompting Techniques

Claude 45 GPT-5 Llama-4 Gemini2.5 DeepSeek V3.1 Grok-4 Fast

[} = [} = B =

e 8edgedgedge 8 & d

Navigation 8 12 9 11 5 5 20 18 16 11 9 13 6 10 10 8 11 9

IncorrectOps 8 6 4 6 4 4 4 3 5 7 7 5 4 5 3 10 8 11

Hallucination 2 4 5 5 5 5 3 1 6 3 7 4 2 11 9 8 5 8

Logic 47 8 8 810 9 8 5 8 7 8 3 9 8 5 5 9
Invalid Ops 9 13 8 5 7 6 8 16 8 6 7 4 64 13 40 7 10

ZS: Zero-Shot, FS: Few-Shot, CoT: Chain-of-Thought

UML class models under standard, non-transformed conditions. The
results reveal clear performance differences across model scales,
prompting strategies, and fine-tuning approach.

Among large-scale models (Table 2), syntactic correctness is
generally high across prompting strategies, with GPT-5 and Gem-
ini 2.5 Pro consistently achieving the strongest results. Chain-of-
thought prompting marginally improves syntactic accuracy for
some models, but its impact on semantic accuracy is less consistent.
For instance, GPT-5 achieves its highest semantic accuracy under
few-shot prompting, while Gemini 2.5 Pro shows comparable se-
mantic performance across prompting variants. These observations
suggest that, for large models, syntactic correctness is largely ro-
bust to prompt formulation, whereas semantic alignment remains
sensitive to both model size and prompt context.

Despite high syntactic accuracy, semantic errors remain com-
mon even for the strongest models. The error taxonomy (Table 3)
analysis indicates that navigation and logic errors account for a
substantial portion of failures, demonstrating that correct parsing
and type checking alone do not guarantee faithful interpretation
of the natural language specification. This gap highlights a persis-
tent limitation in translating informal requirements into precise,
model-consistent constraints, even when the generated OCL is
syntactically valid.

Smaller models, on the other hand, exhibit considerably lower
baseline performance, particularly under zero-shot and chain-of-
thought prompting (Table 4). Few-shot prompting improves results
for some models but remains insufficient to close the gap with
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Table 4: Small LLMs On Non-Transformed Models

Model Prompt Syntactic Accuracy (%) Semantic Accuracy (%)
Zs 35.08 20.17
Microsoft Phi-4 (14B) FS 42.98 28.07
CoT 40.35 28.94
Zs 5.26 4.38
Qwen-3 (8B) FS 57.01 35.08
CoT 6.14 5.26
Zs 13.15 8.77
- FS 34.21 18.42
Ministral-8B-Instruct (8B) CoT 8.77 701
Zs 6.14 6.14

Llama-3 (8B) FS - -

CoT 2.63 175
ZS 21.92 7.89
CodeLlama (13B) FS 2.63 0.87
CoT 3.50 3.50

ZS: Zero-Shot, FS: Few-Shot, CoT: Chain-of-Thought

larger LLMs. Table 5 shows that fine-tuning substantially improves
syntactic accuracy for several smaller models, most notably Phi-4
and CodeLlama, while semantic accuracy improves more modestly.

Error taxonomy analysis, reported in Tables 3 and 6, reveals
that navigation errors and logical inconsistencies remain prevalent
across both large and fine-tuned models. While fine-tuning reduces
syntactic failures, higher-level semantic errors—such as incorrect
constraint logic or invalid navigation paths—persist, indicating that
improvements in surface correctness do not necessarily translate
into deeper semantic understanding.

Table 5: Fine-tuned LLMs On Non-Transformed Models

Model Syntactic Accuracy (%) Semantic Accuracy (%)
Microsoft Phi-4 (14B) 75.43 48.24
Qwen-3 (8B) 38.59 22.80
Ministral-8B-Instruct (8B) 9.64 6.14
Llama-3 (8B) 64.91 36.84
CodeLlama (13B) 77.19 38.59

The RQ1 results serve as a diagnostic baseline, revealing sys-
tematic weaknesses in current LLM-based OCL generation even
under favourable, non-transformed conditions. While large mod-
els and fine-tuned smaller models achieve high syntactic validity,
error analysis shows that navigation errors, incorrect logical for-
mulations, and invalid operation usage remain prevalent. Crucially,
these failures often occur despite the preservation of original UML
identifiers and structural patterns, suggesting that many models
rely on syntactic familiarity rather than a robust understanding of
the underlying model semantics.

These observations motivate the need for a stronger evaluation
setting that isolates whether LLMs genuinely reason over UML
structure and specification intent, or instead exploit memorized
identifiers and recurring modelling patterns. To this end, we intro-
duce semantics-preserving UML transformations that deliberately
disrupt lexical and structural cues while maintaining the original
specification meaning. RQ2 leverages this transformation-based
setup to directly probe the generalization limitations exposed in

ROI.
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Table 6: Error Taxonomy Distribution Across Fine-Tuned
LLMs and Prompting Techniques

Phi-4 Qwen-3 Mini-8B Llama-3 CodeLlama

Navigation 14 10 2 19 9
Incorrect Ops 8 2 3 10 9
Hallucination 13 - - 6 10
Logic 18 18 4 26 34
Invalid Ops 5 5 44 9 6
Not Generated - 53 5 - -

Phi-4 = Microsoft Phi-4 (14B), Qwen-3 = Qwen-3 (8B), Mini-8B =
Ministral-8B-Instruct (8B).

5.2 RQ2: How do semantics-preserving UML
model transformations affect the ability of
LLMs to generate correct OCL expressions?

Building on RQ1, RQ2 investigates whether the syntactic and se-
mantic weaknesses persist when syntactic cues are systematically
removed. While RQ1 showed that LLMs often generate syntacti-
cally valid yet semantically incorrect OCL on original UML models,
it remained unclear whether these errors reflect genuine misun-
derstanding or reliance on familiar identifiers and model structure.
RQ2 addresses this by evaluating models on semantics-preserving
UML transformations (Section 3), ensuring that any performance
degradation stems from sensitivity to structural variation rather
than changes in specification intent. Unlike RQ1, RQ2 focuses ex-
clusively on large, general-purpose LLMs, positioning it as a stress
test of generalization rather than a broad model comparison; given
that smaller fine-tuned models already underperform on original
inputs, their inclusion would add limited insight. This design sets
an upper bound on robustness, allowing observed failures to be
attributed to fundamental limitations rather than model capacity
or fine-tuning.

Table 7 shows a substantial degradation in both syntactic and se-
mantic accuracy across all evaluated models under transformation.
For closed-source models, the best semantic accuracy decreases
from 74.56% on non-transformed models to 55.96% on transformed
models. Open-source models exhibit an even steeper decline, with
semantic accuracy dropping to a maximum of 42.20%. These results
demonstrate that even when transformations preserve the original
specification intent, model performance deteriorates.

Across prompting strategies, no consistent robustness gains are
observed. Few-shot prompting improves performance for certain
models (e.g., GPT-5 and Llama-4) but severely degrades performance
for others, such as Grok-4 Fast. Chain-of-thought prompting, which
occasionally benefited syntactic accuracy in RQ1, often leads to
lower semantic accuracy under transformation, indicating that
additional reasoning steps do not compensate for disrupted lexical
cues.

A closer examination of the error taxonomy in Table 8 reveals
that invalid constraints constitute a dominant failure mode for sev-
eral models. These invalid cases occur when the generated OCL
references classes, attributes, associations, or role names that do not
exist in the transformed UML model. Importantly, this behaviour
persists despite the transformed UML model being explicitly pro-
vided as part of the prompt.

Manual inspection of these invalid constraints shows that many
models continue to generate OCL expressions using identifiers from
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Table 7: Results On Transformed Models

Model Prompt Syntactic Accuracy (%) Semantic Accuracy (%)
Closed-Source Models
A 64.22 55.96
Claude Sonnet 4.5 FS 55.96 48.62
CoT 63.30 52.29
Zs 67.88 55.96
GPT-5 FS 66.05 57.79
CoT 58.71 42.20
Zs 69.72 56.88
Gemini 2.5 Pro ES 63.30 55.04
CoT 69.72 55.96
Zs 63.30 55.96
Grok-4 Fast FS 24.77 19.26
CoT 46.78 40.36

Open-Source Models

Zs 49.54 32.11

Llama-4 FS 54.12 35.77
CoT 55.96 34.86

ZS 25.68 21.10

DeepSeek V3.1 ES 42.20 36.69
CoT 54.12 42.20

ZS: Zero-Shot, FS: Few-Shot, CoT: Chain-of-Thought

the original, non-transformed models. Under the chain-of-thought
prompting setting, 27 out of 114 invalid constraints produced were
unchanged OCL expression, while under the few-shot prompting
setting this behaviour was observed in 53 out of 114 cases. These
findings indicate that a substantial portion of invalid outputs arise
from models failing to adapt identifier usage to the transformed
model. This suggests that the models rely heavily on learned asso-
ciations between natural language descriptions and familiar UML
naming patterns, rather than grounding constraint generation in
the concrete model instance supplied at inference time. As a result,
even semantics-preserving renaming are sufficient to invalidate the
generated constraints.

Navigation and logic errors also increase under transformation,
further indicating that structural alterations—such as reification of
attributes into classes or associations—disrupt the models’ ability to
correctly traverse the class model. These errors frequently manifest
as incorrect navigation paths or misplaced quantifiers, leading to
constraints that are syntactically valid but semantically misaligned
with the intended specification.

RQ2 shows that current LLMs generalize poorly when UML
models deviate from familiar lexical or structural patterns. The high
rate of invalid constraints indicates that OCL generation often relies
on syntactic cues rather than a model-grounded understanding
of UML semantics, reinforcing RQ1 findings. When lexical and
structural familiarity is disrupted, models struggle to maintain
syntactic and semantic correctness, despite unchanged specification
intent. These results highlight the need for transformation-based
benchmarks and caution against overestimating performance on
unmodified, publicly available models.

5.3 RQ3: Which types of OCL generation errors
are revealed or amplified under
transformation-based benchmarks?

RQ3 investigates the nature of errors produced by LLMs during
OCL generation, with the goal of understanding why constraints
fail rather than merely whether they are correct. To this end, we
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Table 8: Error Taxonomy Distribution Across Large LLMs
and Prompting Techniques on Transformed UML

Models and Prompting Techniques

Claude 45  GPT-5 Llama-4 Gemini 2.5 DeepSeek V3.1 Grok-4 Fast

= = = = = &

Redredredtedge 8 &g d
Navigation 21 30 27 18 22 16 26 28 32 19 16 23 14 40 24 22 12 13
IncorrectOps 13 7 11 8 1 1 17 8 8 12 13 6 3 1 12 3 6 13
Hallucination 1 1 4 4 2 2 5 1212 5 1 9 2 4 8 5 3 5
Logic 8 7 8 9 7 16 14 8 11 9 8 6 3 2 5 3 3 2
Invalid Ops 6 11 2 8 11 29 12 14 8 3 4 5 62 16 7 15 61 32

ZS: Zero-Shot, FS: Few-Shot, CoT: Chain-of-Thought

classify incorrect constraints using a taxonomy comprising naviga-
tion errors, incorrect operations, hallucinations, logical errors, and
invalid operations.

Table 8 summarizes the distribution of error types across models
and prompting strategies on transformed UML models. Analysis of
the error taxonomy reveals that LLM failures are systematic and
closely tied to reasoning mechanisms. Navigation errors, which
dominate across most models, are not merely a consequence of
altered UML structure but indicate a deeper reliance on memorized
paths and identifiers rather than adaptive traversal logic. These
errors often reflect the model’s inability to generalize constraint
navigation when class associations or roles are recontextualized,
highlighting a reliance on lexical cues over structural understand-
ing.

A second prominent failure category is invalid operations, which
dominate the error distribution for several models. Invalid opera-
tions frequently correspond to references to non-existent classes,
attributes, associations, or role names. As discussed in RQ2, these
errors often stem from the model reverting to identifiers from the
original UML model rather than grounding generation in the trans-
formed model provided in the prompt. This behaviour is especially
pronounced for certain prompting strategies, where invalid opera-
tion counts increase sharply despite otherwise reasonable syntactic
structure.

Logical errors and incorrect operation usage appear consistently
across models but at lower frequencies. These errors include mis-
placed quantifiers, incorrect collection operations, or improper use
of OCL operators such as exists, forAll, or size. While these
constraints may be syntactically valid, they fail to capture the in-
tended semantics described in the natural language specification.
The persistence of such errors indicates that reasoning about con-
straint semantics remains challenging even when high-level syntax
is correct.

Hallucination errors, though less frequent overall, are more
prevalent in some open-source models and under chain-of-thought
prompting. These errors involve introducing constraints, attributes,
or relationships not mentioned in either the UML model or the spec-
ification. This suggests that encouraging intermediate reasoning
steps can sometimes amplify speculative generation rather than
improve grounding.

RQ3 reveals that OCL generation errors are not random but
exhibit systematic patterns tied to lexical reliance, structural sen-
sitivity, and incomplete semantic grounding. The prevalence of
navigation and invalid operation errors reinforces the conclusion
that current LLMs often rely on syntactic pattern matching instead
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of constructing constraints grounded in the concrete UML model
instance.

5.4 RQ4: To what extent do individual and
combined UML transformations
differentially affect LLM performance in
OCL generation?

To investigate the individual and combined impact of semantics-
preserving transformations on LLM-generated OCL expressions, we
conducted an ablation study using GPT-5 and Llama-4 under a chain-
of-thought prompting strategy. Table 9 reports the syntactic and
semantic accuracy for single and combined transformations, while
Table 10 presents the distribution of error types. These results reveal
nuanced insights into how different types of transformations affect
model reasoning and the association between lexical, attribute-level,
and structural modifications.

For single transformations, syntactic accuracy remains relatively
high across both models, with association reification achieving the
highest performance (78.94% for GPT-5), suggesting that models
can generally produce well-formed OCL expressions even when
structural elements are altered. In contrast, semantic accuracy is
consistently lower and more sensitive to transformations, indicat-
ing that understanding and correctly reasoning about the model’s
structure is more brittle than generating syntactically correct ex-
pressions. Among the transformations, renaming and attribute reifi-
cation cause more pronounced drops in semantic accuracy (64.91%
and 62.28% for GPT-5, respectively), highlighting that lexical and
attribute-level changes disrupt the model’s ability to resolve refer-
ences and interpret attribute semantics more than purely structural
modifications.

When transformations are combined, performance degradation
becomes more pronounced, particularly for semantic accuracy. This
indicates that the cumulative effects of multiple transformations
compound reasoning difficulty, rather than any single transforma-
tion being solely responsible. Notably, the advantage of association
reification observed in isolation diminishes in combined settings,
suggesting that structural modifications are manageable when iso-
lated but interact with lexical and attribute changes in ways that
amplify model errors.

Table 9: Impact of Individual and Combined Transformations on

Syntactic and Semantic Accuracy (%)

Transformation GPT-5 Llama-4

Syntax Semantics Syntax

Semantics

Single Transformations

73.68 (+14.97%)  64.91 (+22.71%)
69.29 (+10.58%)  62.28 (+20.08%)
78.94 (+30.23%)  68.42 (+26.22%)

62.63 (+6.67%)
63.50 (+7.54%)
60.52 (+4.56%)

Renaming
Attribute
Association

40.35 (+5.49%)
41.98 (+7.12%)
42.10 (+7.24%)

Combined Transformations

Renaming + Attribute
Renaming + Association
Attribute + Association

68.42 (+9.71%)
68.42 (+9.71%)  60.52 (+18.32%)
73.68 (+14.97%)  64.91 (+22.71%)

64.73 (+8.77%)
62.10 (+6.14%)

6052 (+18.32%)  67.36 (+11.40%)  38.59 (+3.73%)
34.95 (+0.09%)
35.96 (+1.10%)

Renaming + Attribute + As- 58.71 42.20
sociation

55.96 34.86

The error distribution in Table 10 provides further insight into
the underlying mechanisms of model failure. Navigation errors dom-
inate across nearly all configurations, particularly when renaming
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is applied, reflecting the models’ difficulty in resolving references
after lexical alterations. Attribute reification is associated with a
higher frequency of invalid and hallucinated expressions, showing
that models struggle to correctly interpret reified attributes and
may introduce elements not present in the transformed model. In
contrast, association reification produces fewer navigation errors
in isolation, but when combined with other transformations, it con-
tributes to a rise in invalid and operational errors, suggesting that
models can handle structural adjustments individually but fail to
integrate them with concurrent lexical and attribute-level changes.
GPT-5 and Llama-4 exhibit similar trends, though Llama-4 appears
more sensitive to semantic disruption, particularly in combined
transformations, highlighting differences in model robustness to
complex reasoning tasks.

Overall, the ablation study demonstrates that performance degra-
dation in the full transformation scenario arises from interactions
between multiple dimensions of reasoning rather than the effect
of a single transformation. Lexical and attribute-level transforma-
tions primarily challenge the models’ ability to accurately interpret
and navigate the UML elements, while structural transformations
mainly affect operational and logic reasoning when compounded.

Table 10: Error Taxonomy Distribution per Transformation

GPT-5 Llama-4

Hal Nav Log Inc Inv Hal Nav Log Inc Inv

Single Transformations

Renaming 5 28 5 3 - 6 24 8 7 25
Attribute 2 12 6 5 14 7 29 5 1 24
Association 6 7 6 5 13 10 29 1 8 18

Combined Transformations

Renaming + Attribute 6 22 3 1 11 5 30 5 8 22
Renaming + Association 7 21 2 3 13 10 36 2 7 21
Attribute + Association 5 11 5 3 14 7 38 - 4 25

Hal: Hallucination, Nav: Navigation, Log: Logic, Inc: Incorrect Ops, Inv: Invalid
Ops

6 Discussion

Our study reveals several key insights into the robustness of LLMs
for OCL generation under semantics-preserving UML transforma-
tions. Across models and prompting strategies, performance consis-
tently declines when identifiers are renamed or structural elements
are reified, suggesting that models rely substantially on lexical and
surface-level cues.

The ablation study highlights distinct patterns of failure. Iden-
tifier renaming predominantly triggers navigation and reference
errors, indicating reliance on familiar naming conventions rather
than on model comprehension of UML relationships. Attribute and
association reification introduce additional structural complexity,
which disproportionately affects the construction of multi-object
constraints. Combined transformations reveal that errors are not
isolated: failures accumulate in a non-linear fashion, suggesting
that models struggle with compositional reasoning over altered
structures.

A closer examination of error types uncovers three dominant fail-
ure modes. First, models frequently navigate incorrect associations
after reification, producing constraints that are syntactically valid
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but semantically inconsistent with the underlying model. Second,
residual lexical dependencies remain evident, as some models at-
tempt to leverage original naming semantics even when identifiers
are obfuscated. Third, incomplete constraint generation is common
under structural perturbations, particularly for constraints involv-
ing multi-class interactions or nested conditions. Together, these
patterns indicate that model performance is highly sensitive to the
structural cues embedded in the original UML representation.

Beyond the high-level error categories, a finer-grained quali-
tative analysis reveals sub-patterns within several error classes.
Invalid operations frequently stem from missing or incorrect use
of higher-order OCL operators like isUnique() or from incom-
plete expressions lacking required iterator variables or return types,
leading to syntactic or semantic invalidity. Navigation errors of-
ten arise when class names are replaced with association names;
while role-based navigation is valid in OCL, generated identifiers
are often incorrect or inconsistent leading to broken navigation
paths, reflecting reliance on inferred naming patterns rather than
grounded model structure. Furthermore, hallucinations are particu-
larly common in constraints involving temporal concepts, where
non-existent OCL operations or unsupported constructs are intro-
duced.

These findings also suggest several directions for improving
LLM-based OCL generation. First, future models should incorpo-
rate explicit representations of UML structure, such as graph-based
encoders or retrieval mechanisms that ground generation in the sup-
plied class model rather than relying primarily on lexical identifiers.
Second, transformation-augmented fine-tuning using semantics-
preserving UML refactorings could improve robustness to alterna-
tive model representations while reducing dependence on recur-
ring naming patterns. Finally, validity-aware generation strategies,
such as iterative verification against UML constraints or automatic
repair using tools like USE, could reduce navigation and typing
errors before returning the final OCL expression. More broadly,
transformation-based benchmarks provide a diagnostic framework
for measuring model grounding and can guide the development of
more robust LLMs for model-driven engineering.

7 Threats to Validity

Construct Validity. This work evaluates measurement validity us-
ing syntactic and semantic accuracy. Syntactic accuracy measures
conformity to OCL grammar, while semantic accuracy assesses
alignment with the intended specification. Semantics are evaluated
by executing constraints on manually constructed object instances
that capture satisfying and violating cases. Although these instances
are derived from and validated against the natural language speci-
fication, they are limited in scope. Gold OCL constraints are also
used as a consistency check, potentially introducing bias. Addition-
ally, transformations are based on observed LLM error patterns, so
performance reflects robustness to known weaknesses rather than
general transformation resilience.

Internal Validity. A key concern is whether results are influenced
by confounding factors. Prompt design may affect outcomes, so
we use consistent templates for zero-shot, few-shot, and chain-
of-thought strategies. Transformation correctness is another risk,
where although designed to preserve semantics, errors are possible.
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We mitigate this by automatically rewriting OCL constraints, check-
ing transformed models on test instances, and manually inspect-
ing samples, though this validation is empirical and limited by in-
stance coverage. Finally, fine-tuning is only applied to smaller open-
source models, but large models—already performing best—also
show degradation, supporting our conclusions.

External Validity. Our results are limited by the dataset and trans-
formations used. The evaluation covers a finite set of UML models
and specifications, which may not reflect all real-world practices.
While we test both open and closed-source LLMs of different sizes,
findings may not apply to future or UML-specialized models. Trans-
formations focus on common refactorings like renaming and reifi-
cation, so other changes could expose additional failures. Thus,
observed performance drops indicate general robustness issues, not
a complete picture.

8 Related works

Automatically generating OCL constraints from natural-language
requirements is a key challenge in model-driven engineering, as
these constraints are essential for ensuring model correctness, en-
abling formal verification, and supporting downstream analysis.
Early approaches relied on rule-based systems, controlled natu-
ral languages, and template-driven techniques [7]. While effective
in constrained settings, these methods require significant manual
effort and do not generalize across diverse UML structures and
specification styles. Traditional machine learning approaches have
also been explored, but their reliance on handcrafted features and
limited training data restricts their scalability and applicability in
realistic modeling scenarios [5, 42].

Large language models (LLMs) introduce new capabilities for
automating OCL generation by enabling end-to-end mapping from
natural language to formal specifications [12, 27, 39]. Prior work
shows that LLMs can produce syntactically well-formed OCL ex-
pressions when guided by UML models and carefully designed
prompts [3, 36], with further improvements achieved through prompt
engineering and domain-specific fine-tuning [33, 43]. However, syn-
tactic correctness does not guarantee semantic validity: generated
constraints frequently exhibit navigation errors, misuse of OCL
operations, hallucinated model elements, or fail to capture the in-
tended specification semantics [35].

Evaluating LLMs on this task presents additional challenges.
Existing benchmarks are scarce and often limited to small, static
datasets pairing UML models, natural-language requirements, and
gold-standard OCL constraints [4, 8, 32]. This increases the risk of
memorization, data leakage, and overfitting [11, 20], where correct
outputs may reflect familiarity with recurring modeling patterns
rather than true semantic reasoning [44]. As a result, current eval-
uation practices may overestimate LLM capabilities.

To address similar limitations, prior work in software testing, pro-
gram analysis, and code generation advocates for robustness eval-
uation through semantics-preserving transformations [16, 18, 21].
Simple transformations, such as identifier renaming or structural
refactoring, often expose significant brittleness in LLMs that stan-
dard benchmarks fail to reveal [23, 24]. In model-driven engineer-
ing, UML transformations have long been used for refactoring and
model evolution while preserving semantics [30], making them
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a natural foundation for constructing more diagnostic evaluation
scenarios.

Complementary work emphasizes structured error analysis to
better understand LLM limitations [2, 41]. Prior studies distinguish
between syntactic, semantic, and logical errors in formal artifact
generation [40]. Building on this, our exploratory analysis identifies
recurring OCL-specific errors, including navigation mistakes, mis-
use of OCL operations, hallucinated elements, semantic mismatches,
and invalid constructs. These patterns persist across model sizes,
prompting strategies, and fine-tuning regimes, indicating system-
atic limitations rather than isolated failures.

Despite these insights, existing benchmarks rarely expose such
weaknesses in a principled manner [13], often allowing models
to succeed without requiring deep, model-aware reasoning [34].
In this paper, we leverage empirically grounded error patterns to
guide the construction of transformed UML benchmarks. By apply-
ing deterministic, semantics-preserving transformations—such as
identifier renaming, attribute reification, and association reification
[6, 28, 38]—that target known weaknesses, we enable more robust
evaluation, mitigate data leakage effects, and provide a clearer as-
sessment of LLM capabilities in generating OCL constraints.

9 Conclusion

This paper examined the robustness of LLMs in generating OCL
specifications from natural language requirements and UML class
models, showing that standard benchmarks can overestimate model
capability by overlooking systematic semantic and structural weak-
nesses. Our baseline analysis found that both closed-source and
open-source models achieve high syntactic correctness on original
UML models, yet semantic errors—navigation mistakes, logical mis-
matches, and incorrect OCL operations—remain common and are
only partially mitigated by fine-tuning or advanced prompting. To
address this, we introduced a transformation-driven benchmark us-
ing deterministic, semantics-preserving UML transformations that
remove syntactical cues while preserving specification intent. These
transformations caused substantial drops in both syntactic and se-
mantic accuracy, exposing LLM brittleness. Error analysis showed
that transformed benchmarks amplify recurring failure modes, par-
ticularly navigation errors and logical inconsistencies, confirming
that the approach reveals latent weaknesses rather than increasing
task difficulty. Overall, UML model transformations serve not as
data augmentation but as a principled, fault-revealing benchmark
design that more reliably assesses LLM generalization and reliance
on memorization. Future work includes exploring transformation-
aware training, validity-aware learning objectives, and exposure
to transformation-augmented datasets to improve semantic rigour,
robustness to identifier and structural changes, and predictive ac-
curacy of real-world model deployment.
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